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1 Introduction

Ongoing sequencing projects, such as the human genome project, have pro-
duced enormous amounts of biological sequences so far. Since protein structure
determines the function of the protein, the three dimensional (3D) structure
is sought once the sequence of a previously undescribed protein is revealed.
Unfortunately, due to the fact that solving a protein structure can be a very
time consuming effort, the X-ray crystallographers and NMR spectroscopists are
unable to keep up with the sequencing projects. Hence, the growing sequence-
structure gap. However, during the past decade new methods have made it
possible to extract information about the protein structure from the amino acid
(aa) sequence alone, by using computers and biological databases. Today, it is
not possible to correctly solve a protein structure from only its the sequence,
but if small subsequences (secondary structures) in the protein are known, it
may be possible to obtain at least a reasonably good picture of the complete
structure. The secondary structure can also be used for extracting function
from a protein sequence, since many active sites are located close to known sec-
ondary structures. The two most common and known secondary structures are
the alpha helix and the beta strand, but after these comes the turn family, with
the beta and gamma turn as the most prominent members. Today, there exist
predictors that can predict helices and strands from the aa sequence and even
beta turns, but not gamma turns.
The aims of this study were therefore to :

e evaluate the possibility to make a prediction machine, using artificial neu-
ral networks, to locate a gamma turn and to classify the gamma turn into
one of the two existing gamma turn types, inverse and classic.

e compare the new but interesting machine learning technique, support vec-
tor machines, to artificial neural networks in the problem of predicting the
location and type of gamma turns.

Despite several architectural approaches and several attempts to compensate
for the small proportions of gamma turns in the training set, the performance
of the predictors in turn location was not as accurate as the existing beta-
turn predictor [1]. In the problem of predicting the type of gamma turn, the
predictors performed significantly better than in the localization problem. In
the comparison between the machine learning techniques, the neural networks
and the support vector machines performed equally well.

2 Background

2.1 Proteins & Protein Structure Prediction

If genes are the blueprints of life, proteins are the machinery. Proteins are
present and play key roles in almost all biological processes, i.e. nearly all cata-
lysts in biological systems are proteins (enzymes). But proteins also mediate a



wide range of other functions in the cell, such as transport, storage, mechanical
support, immune protection and control of growth and differentiation [2]. Pro-
teins are constructed by joining aa through peptide bonds into long polypeptide
chains. Since the aa library consists of 20 different letters and since proteins are
of different lengths (ranging from 20 aa to more than 40’000 aa), the number of
possible combinations reach almost infinity. In their natural environment water,
the proteins are folded into unique 3D structures.

igure 1:

The two main driving forces in the folding process are the energetically unfavor-
able interactions between the protein backbone and the residues, and water and
certain residues, called hydrophobic residues . The polypeptide chain is packed
to a unique structure, where most of the hydrophobic residues can be found on
the inside, and most of the hydrophilic on the outside, which makes the latter
more accessible to interactions with the surrounding water.

Our understanding of how proteins perform their numerous functions has
been greatly enriched by the 3D structures solved and reported by X-ray crys-
tallography and nuclear magnetic resonance (NMR). In X-ray crystallography,
electrons scatter X-rays and the way in which the scattered waves recombine
depends only on the the atomic arrangement. NMR spectroscopy complements
crystallography by revealing the structure and dynamics of proteins in solu-
tion. The chemical shift of nuclei, which is used in NMR, depends on the local
environment. Unfortunately, these methods can be very time consuming and
therefore different structure prediction methods have evolved.




It is a fact that protein structure determines function, but the underlying
principles that fully determine the structure have not yet been found. The most
accepted hypothesis is that the sequence determines the complete structure of
the protein [3]. However, it is still generally assumed that the structure can
be found at the free-energy minimum. Two general directions of predicting the
protein structure (and hybrids of these) have evolved [4]. The first, a

approach assumes that a correctly folded protein occupies a mini-
mum energy conformation. Potential energy is obtained by summing the terms
due to bond (distance, angle, torsion) and non-bond (contact, electrostatic, hy-
drogen) components calculated from forcefield parameters that are derived from
experimental observations or calculations (ab initio, semi-empirical) of amino
acids and small molecules. The potential energy can then be minimized as a
function of the atomic coordinates of the protein in order to reach a minimum
(global/local). Since this method is depending on the starting conformation,
is used to simulate the way the protein would move away
from the, usually arbitrary, initial state. This method has more or less failed
because of two reasons [5]:

1. Energy differences between native and unfolded proteins are extremely
small (order of 1 kcal/mol).

2. The high complexity of protein folding requires several orders of magnitude
more computing time than we anticipate to have over the next decades.

The second direction is based on using information of known protein structures
and sequences contained in publicly available databases. This approach tries to
find common features, patterns, in the available structures, which then can be
generalized to provide structural models of other proteins ( ig.2).

2.2 Second r Structure Prediction

The prediction of secondary structures such as alpha helices and beta strands is
not only of importance in the process of locating important structural and func-
tional motifs, but it is an intermediate step to solve the whole protein structure
problem. If one was able to correctly predict the secondary structures, then it
might be possible to solve a small number of 3D structures by using knowledge
about the ways that secondary structural elements pack. The principle behind
these prediction methods is the fact that a sequence of consecutive residues has
preference for a certain substructure [6]. The aim of the existing predictors is to
predict whether a residue at a center of a subsequence of typically 9-21 adjacent
residues is a H(elix), E(xtended beta strand) or L{oop or no regular structure).
A problem with the first and second generation of secondary structure predic-
tors was that they did not incorporate evolutionary and long range information
(interactions between residues that are close in 3D but several to many residues
apart in the sequence). However, the new generation of predictors have more
or less solved this problem. Since structure is more conserved than sequence,



Protein Sequence Experimental
Data

Multiple Sequence Domain

Alignment Assignment
Secondary Structure Protein Fold

Prediction Recognition

Homologue
in .
PDB Analysis of
Fold family

Alignment of
Sec. Structures

Comparative Alignment of
Modellin . to Structure
3D Prot. Structure

igure 2:

NO

YES

Tertiary Structure
Prediction




evolutionary and long distance information can be included through multiple
sequence alignment information. Lundh [5] try to explain the long range
information part like this:

Today, the two most prominent secondary structure predictors (H,E and L pre-
dictions) are PSIPRED and PHD [7][8], but there also exist other predictors, for
example turn predictors. BTPRED [1] predicts the location and type of beta
turns, one of the members of the third most known secondary structure class,
the turns.

2. et & urns

Turns are the third traditional secondary structure class after alpha helices and
beta strands. These structures are most frequently found in globular proteins
where they serve to reverse the direction of the polypeptide chain. Since a
globular protein only has a diameter of approximately 20-30 ngstr ms ( )
and since a peptide unit stretches 4-5  there would only be room for 5-7 aa in
the globular protein if the chain did not bend. Therefore, about one third of the
residues in a globular protein can be classified as turn residues, which makes the
turns overrepresented in globular proteins compared to other proteins. Turns
often contain charged and hydrophilic residues and are thus mostly located
on the surface of a protein. The first description of a turn was reported in
1968 when Venkatachalam described three different turns, depending on their
different dihedral angles and [9] ( ig.3). These three turns were later defined
as three different types of beta turns . Today, the most famous turn class is the
beta turns containing 9 distinct types: type I, I’, II, I, VIal, VIa2, VIb, VIII,
and IV [10]. A feature of this nine-type classification is that the most frequently
occurring type (35  of the beta turns), type IV, is the least well defined.

The key characteristics that make a turn a beta turn are that it is four
residues long and not located within an alpha helix (but it may overlap at one
of the ends). There also exists a hydrogen bond between the carbonyl oxygen
of residue ¢ and the hydrogen on the amide group of residue ¢ + . Constraints
are also defined for the beta turn to make sure that the turn really reverses the
polypeptide chain, e.g. the distance between the i and i+ should not
be more than 7.0 [1]. Today there are two different opinions regarding the
role of these secondary structures: The passivists view turns as a weak link in
the polypeptide chain, allowing other secondary structures to make up the 3D
structure. On the other side, the activists suggest that the turns have an active
role in directing folding pathways [11][12]. The latter suggestion is however
highly contentious.

The second most characterized turn class, after the beta turns, is the gamma
turns. A gamma turn resembles a beta turn, but it has only three turn residues



igure 3:

instead of four. A gamma turn is defined as a three residue turn with a hydrogen
bond between the carbonyl oxygen of residue i and the hydrogen on the amide
group of residue 7 + 2. The gamma turns are not as well documented as their
cousins the beta turns, and the gamma turn family only consists of two types:

and [13]. The features that differ between the two types are, as
in the beta turn case, the and angles. These gamma turn types are in fact
related by mirror symmetry exactly as the beta turns I - I’ and II - IT'. The
inverse turn is more frequently found than the classic turn. But surprisingly,
the inverse turn does not give rise to chain reversal in proteins, despite of its
name [14]. The name inverse should have been more appropriate for the classic
turns as they give rise to reversals, but since these turns were described first
they were given the name classic.

Earlier studies [14][15] have shown that the gamma turn structure is fairly
common in proteins. In 54 analyzed proteins, 12 classic gamma turns and
approximately 120 inverse gamma, turns were located. rom these studies it
was also reported that most of the classic gamma turns occur at the ends of
beta hairpins, but very few of the inverse. This is reminiscent to the occurrence
of different beta turns in beta hairpins (anti-parallel hydrogen bonded beta
strands), where type I’ and type II’ beta turns are rare, compared to type I
and type II [16]. Milner [14] infers the difference between the occurrence
of the two gamma turn types in hairpins by the fact that the main chain in
inverse turns is more divergent than the main chain in classic turns. In addition,
it was reported that the side chain of the middle residue of classic gamma
turns folds back towards the seven membered ring that appears through the
hydrogen bond, but this is not the case for inverse gamma turns. This folding
of the side chain results in an extra steric hindrance for all residues, except for

10
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glycine that accounts for a more frequent occurrence in classic gamma turns,
compared to inverse gamma, turns ( ig.19, Table 4 and 5). On the other hand,
the inverse gamma turns fall into two overlapping categories [15], those with
strong hydrogen bonds ( -1.0 kcal/mol) and those with weak bonds ( -1.0
kcal/mol). It has been shown that the stronger bonds often are located in
certain characteristic positions within proteins. Some are situated at the N
termini or at the C termini of alpha helices, for example at the 2 binding
E motif, but they can also be found at both ends of beta strands or beta sheets.
A number of the stronger inverse gamma turns occur at ligand binding sites or
active sites, for example the loop where the catalytically important aspartate
is located in serine proteases [15].  eakly hydrogen bonded inverse gamma
turns have long hydrogen bonds, on average 3.5  [15]. These turns are very
common and they often exist as clusters (compound gamma turn) of bonds,
joining successive amino acids along the polypeptide chain. Most of them exist
within beta strands, which is not surprising since the second residue (res i + 1)
in inverse turns overlap with beta strands in the Ramachandran plot ( ig.4 and
5)

It has however been postulated that inverse gamma turns may function as
intermediates in folding and thereby help stabilizing beta strands before they
become beta sheets [15]. Recently, gamma turns have brought attention through
studies that describe the incorporation of peptide secondary structure mimetics
into small bioactive peptides in the development of stable, effective and selective
receptor ligands. The results show that in the case of structures with peptidic
skeleton, the stability of gamma turn conformation can be modulated with a
substituent attached to i+1 [17].

11
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Presently, there does not exist a predictor for gamma turns. However, is it
possible to design such a predictor for these turns, and how is the prediction
made, i.e. how does a predictor recognize and learn a pattern

2. P ttern eco nition

In our daily life, we are all exposed to information from the local environment,
but surprisingly, we almost instantly classify or recognize the source behind the
information. e can for example recognize a person we know on the other
end of a telephone line by his or her voice, or the spices in a dish by just
smelling or tasting it. However, the ability to recognize patterns is not a unique
feature for humans or animals, even machines can do this. Pattern recognition
is thus formally defined as the process whereby a received pattern/signal is
assigned to one of a prescribed number of classes (categories) [24]. Machine
learning techniques, e.g. neural networks, perform pattern recognition by first
going through a training session where the training examples (features extracted
from an observation space), together with the target class for each example are
shown to the network. After the machine has been trained, a new example
that belong to the same feature space as the training examples is shown to the
machine. Hopefully, the machine then recognizes the similarities and classifies
the example correctly ( ig. 6).

12
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The information in each position in a sequence made out of 20 different let-
ters, e.g amino acids, can be defined as the difference between maximal (equally
probable) and actual entropy:

22 + — 2

(1)

where the number of occurrences of the letter . the total number of
letters (occupied positions) at position . The letters representing the sequence
are stacked on top of each other for each position in the aligned sequence. The
length of each letter is made proportional to its frequency and the letters are
sorted so that the most common is on the top. The height of each stack is then
adjusted to signify the information content of the sequence at that position.
The derivations and more information about the theory can be found in the
appendix (Ch.9.3)

.2 DPosition S eci c¢ Scorin tri PSS

eight matrices and position specific scoring matrices (PSSMs) have been widely
used for pattern recognition in sequences [20][21]. The procedure starts with
an alignment of a number of sequences by a particular size. The occurrences of
letters (aa or bases) at each position are then counted and the numbers are then
normalized by dividing with the background distribution. The weights are then
found by taking the logarithm of the normalized count. The log-odds score [22]:

Log oddsi (2)

14



Number of in the environment
Total number of residues in 3)

Total number of residue in reference set
Total number of residues in reference set

where i the probability of finding residue ¢ in column and 4 the
probability of finding residue 7 in the reference set.  hen the weights are fixed,
a performance measure can be calculated by applying a test set and summing
over a defined window (see also Ch.3.6). If the sum is lower than a user defined
cut-off a positive or negative prediction is made depending on which class the
test example is drawn from. It should also be mentioned that one pseudocount
has been added to every aa in every environment to enable the calculations of
very uncommon aa in certain positions (otherwise - division by zero or 0).

. rti ci eur et or s
3.3.1 The iological ackground to neural networks

The fundamental task of a neuron is to receive, conduct and transmit signals
in the form of electrical potential over the membrane. Neurons, in general,
are elongated and consist of numerous dendrites (up to 100°000), which receive
signals from other neurons. The incoming signals are then propagated to the
cell body (soma), which also contains the nucleus of the neuron. The soma
itself can also receive signals and all the signals that reach the cell body over a
certain time are summarized. If the sum of all signals is higher than a threshold
value, the neuron sends a signal along the axon. This is an all or none property,
meaning that if the sum of all the incoming signals is lower than the threshold
value, the signal will not be propagated. But if the sum is higher than the
threshold, a signal with a predefined amplitude will be generated. This is a
classical case of a nonlinearity, the amplitude of the generated signal is not
proportional to the sum of incoming signals. This traveling signal, actually a
wave of electrical potential, is known as or The
axon commonly divides at its far end into many branches, and by doing so,
the signal can be passed on to many other neurons. At the end of each branch
there is a specialized site of contact, the synapse. There exist several types of
synapses, but in the most common, the chemical synapse, the electrical potential
results in the secretion of neurotransmitter substances over a synaptic cleft that
separates the two neurons (presynaptic process).  hen the substances diffuse
over the cleft to dendrites of other neurons, the neurotransmitters indirectly or
directly result in the transmission of a signal in the receiving dendrites. Thus,
the synapses convert a presynaptic electrical signal into a chemical signal, and
then back into a postsynaptic electrical signal.

15
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Events in a silicon chip happen in nanoseconds (1 s) whereas the neural
events in the approximately 10 billion neurons in a human brain happen in
milliseconds (1 s). However, the estimated 60 trillion connections, synapses,
make up for the slow propagation rate in each neuron. This feature is what
makes the brain such a fantastic computational structure.

3.3.2 Mathematical model of a iological neuron

The nonlinear model is the smallest constructional part of an artificial neural
network (or just neural network). This model consists of three main features:

1. . Each input signal is multiplied with a synaptic
weight before it reaches the summing neuron. This weight gives the actual
strength of the input. The larger the weight, the more in uence, of the
output, has that particular input, compared to other inputs with smaller
weights.

2. adds all incoming signals (multiplied with their
respective weight). This feature has its counterpart in the soma where all
the signals are summarized ( ig.8).

3. (nonlinear function) then limits the output to some
permissible value. The counterpart in the biological neuron is the thresh-
old value. If the summation is lower than the threshold, a signal is not
propagated through the axon.

In the model there is also an external added. The effect of this bias is to
decrease or increase the net input to the activation function. The most common
activation function is the sigmoid function, which can be seen as a combination
of nonlinear and linear behavior. An example of the sigmoid function is the
logistic function:

16
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where is the slope parameter of the function. It can easily be seen that when
the slope parameter approaches infinity ( ig.10), the logistics function more or
less becomes a threshold function (all or nothing-output values: 0 or 1).

Increasing a




the output layer is passed back to the input layer. Since this class of networks
is not frequently used in biological pattern recognition (yet), they will not be
covered further in this report. The two feedforward networks are the :

e Single -Layer eedforward Networks

The simplest form of a layered network, a network that is organized
in forms of layers, is a single layer feedforward network. The infor-
mation is only passed forward in this model, and the complexity of
this structure is enough to solve simple problems.

e Multilayer eedforward Networks

The multilayer feedforward networks are commonly referred to as
multilayer perceptrons (MLP). This type of network is a generaliza-
tion of a single layer network, but their key feature is the presence of
one or many hidden layers of computational nodes (hidden neurons)
( ig.11). These neurons enable the network to learn complex tasks
by extracting more information from the input data. In the most
common structure the outputs from the first hidden layer are used
as inputs to the next hidden layer and so on. The outputs from the
last layer are used as inputs to the output layer. An MLP is also
said to be fully connected if every neuron in each layer is connected
to every other neuron in the adjacent forward layer. Since there is
no way of knowing the optimum number of hidden neurons or if a
hidden layer should be used at all, optimization of the architecture
must be performed.

Input Hidden Output
Layer Layer Layer

igure 11:
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3.3.4 The learning algorithm

The hardest part when it comes to learning how a neural network works is to
understand how the synaptic weights are adjusted during the training process.
It was not until 1986 when Rumelhart, Hinton and illiams published their
error back-propagation algorithm [23] that this problem could be solved. Basi-
cally, the error back propagation algorithm consists of two phases. In the first

phase, , the information is passed through the net and a set of
outputs is produced. During this pass, all the synaptic weights in the network
are fixed. In the next phase, , the synaptic weights are changed

according to an error-correction rule, i.e. the outputs from the forward pass are
subtracted from the desired outputs.The error is then passed back through the
network, hence the name error-back propagation. In the next step, the weights
are adjusted so that the output of the network becomes statistically closer to
desired output. The error at the output neuron ¢ at iteration n, i.e training
example , can be described as:

where can be calculated according to ( ig.10):

where is the weight of the connection from unit to ¢ and is the output
value of the hidden neuron . The instantaneous value of the error energy for
neuron ¢ is then defined by 2| The instantaneous value of the total error
energy is then obtained by adding the instantaneous value from all neurons
in the output layer:

1
2

If we let N denote the total number of training examples, then the mean squared
error (MSE) is defined as:

19



where also can be seen as a function that depends on the weights in the
network. The most commonly used learning algorithm, the standard back-
propagation algorithm (BP), uses gradient descent for the minimization of
However, this algorithm requires a lot of memory, especially with large-scale
problems, and it is also dependent on the user defined parameters, such as the
learning rate and momentum constant. Therefore, the scaled conjugate gradient
(SCG) algorithm [25], which is reported to be both memory e cient and better
on large-scale problems [1], was used in this study.

3.3.5 enerali ation

hen a neural network is to be trained, a very important factor to remember is
to train the network to generalize well. The aim of the training is to make the
network learn well enough from the training data so that it is able to generalize
to other data that have not been shown before. Burghes [26] describes the
generalization problem like this:

A machine with too much capacity, the ability to learn any training
set without error, is like a botanist with a photographic memory
who, when presented with a new tree, concludes that it is not a tree
because it has a different number of leaves from anything she has
seen before. A machine with too little capacity is like the botanist’s
lazy brother, who declares that if it’s green, it’s a tree. Neither can
generalize well.

A standard tool in statistics to check whether a model has been trained to
generalize well is called [27]. irst, the training set is randomly
divided into a larger training part (training set) and a smaller test part. Then,
the test part is further partitioned into two equally large sets a validation set
and a test set. The validation set is used for the validation of a specific network,
whereas the test set can be used for comparisons of the performance of several
networks. The reason for this double validation is that there exists a small
chance of the model ending up overfitting the validation set. The validation
and test set make it possible to determine the multilayer network with the best
number of hidden neurons, and when it is time to stop training the network.
There exist several cross validation techniques, but a very common and a
fairly simple technique is the method of (ES). After a period of
training, the synaptic weights and bias levels are fixed, and a forward pass is
initiated with the validation set as input set. The error of each example of the
validation set is then calculated, and the MSE is calculated. The MSE for both
the training and the validation set usually decreases during the first epochs (one
round of calculation of entire training set), but at some time the weights are
adjusted to favorize the training set over the validation set. At that point, the
training is stopped and good generalization is preserved in the network ( ig.12).
Another method to avoid overfitting by reducing the number of connections
during training, is called The synaptic weights in a neural
network can be grouped into two categories, those that have large in uence on

20



the network (model) and those that have little or no in uence on it. The weights
in the latter category are referred to as excess weights, and these weights often
result in poor generalization, due to their high likelihood of taking on completely
arbitrary values. Reducing these weights by the weight decay method may
improve the generalization.

Mean Squared Error(MSE)

Validation Set

Early Stopping
Point

Training Set

Number of Epochs

igure 12:
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Su ort ector c ines
3.4.1 Background

A support vector machine (SVM) is a supervised feedforward network used for
pattern recognition or regression (function approximation). It is very much like a
neural network, but with some very nice properties. The first paper on support
vector type algorithms was published in 1963 [28]. However, the concept of
SVMs was not introduced until 1992 by the pioneers Boser, Guyon and Vapnik
[29], and the generalization to non-separable problems a couple of years later, in
1995 [30]. This technique has been applied to very different problems, including
3D-object recognition, text categorization and handwritten digit recognition
problems, but also to biological and medical problems, such as classification of
microarray gene expression data, detection of remote homologies, and breast
cancer diagnosis and prognosis (for references to all SVM publications and the
different application fields: ).

The best way to explain how these machines work, is to start by explaining
the case of separable patterns that could arise in the context of pattern classifi-
cation. The expansion to non-separable patterns can then easily be carried out.
In the following subsections, the notation follows the one used in publications
of Haykin [24] and Burghes [26].

3.4.2 epara le patterns

Consider the training examples ( , ) , where is the input pattern for
the ¢ th example ¢ 1,2, , and is the corresponding desired response
(target), +1 and 1. Then assume that the patterns are linearly

separable , which means that there exists a hyperplane that can separate the
two categories. According to a well known formula in linear algebra:

22



The hyperplane (decision surface) that separates the classes can then be written
as:

+ (4)

where x is an input vector, w is an adjustable weight vector and the normal to
the hyperplane, and b is a bias.

Optimal Hyperplane

igure 13:

e can then write:
+ for +1 (5)

+ for 1 (6)

or a given weight vector  and bias , the separation between the hyperplane
defined in Eq.(4) and the closest data point is called
and is often denoted as . The goal of a support vector machine is to find the
particular hyperplane for which this margin is maximized, and in the case when
it is maximized the hyperplane is referred to as an If
and the bias  denote the optimum values of the weight vector (normal) and
bias, the optimal hyperplane can be represented as:

+ (7)

It is useful to have a measure of the distance from each point to the optimal
hyperplane, and this measure can be derived from the discriminant function,
i.e. from a function with such properties that it can classify the values with its
functional value:

+ (8)

for +1
for 1
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If is expressed as:

(9)

where is the normal projection of onto the optimal hyperplane, and is
the desired algebraic distance, thus is positive if is on the positive side of the
optimal hyperplane and negative if is on the negative side. Since  is located
on the hyperplane , it follows that + or:

ha (10)

It is noticeable from Eq.(10) that the distance from the origin, i.e. , to the
hyperplane is given by ——. If , the origin is on the positive side of the
hyperplane, and if , the origin is on the negative side of the hyperplane.
The real problem, however, is to find the proper parameters and for the
optimal hyperplane given the training set ( , ) . Since it still is a separable
problem it is not di cult to see from Eq.(5) and Eq.(6) that the the parameters
after being rescaled must satisfy:

+ 1 for +1 (11)
+ 1 for 1 (12)

which also can be written as:
+ 1 fori 1,2 , (13)

24



The data points that satisfy this equation have direct impact on the location of
the decision surface, since they are the ones that lie closest to the plane. Because
of their properties, these vectors have been called , hence the
name support vector machine . The from these vectors to
the optimal hyperplane can be calculated using Eq.(10).

— if +1
ha (14)

— if 1

where indicates a support vector, the plus sign that the vector is located on
the positive side of the hyperplane, and the minus sign that it is located on the
negative side. The between the two classes that constitute
the training set can then be defined as:

(15)

e maximize the margin of separation by minimizing or the more com-
2

putationally favorable 5

Support Vectors

h Optimal hyperplane
r

igure 15:
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Therefore, what we basically have is a cost function to be minimized:

5 2 5 subject to constraints, Eq.(13). Thus, we can use the
Lagrange multiplicator method, which is a process for locatlng extrema on a
surface, bounded due to constraints. urthermore, the method allows the intro-
duction of multipliers , ¢ 1, , ,one for each of the inequality constraints
Eq.(13). Recall that the constraints of the form should be multiplied
with positive Lagrange multipliers and subtracted from the cost function above

to form the Lagrangian:

1
The solution to this optimization problem is a saddlepoint, which has to be
minimized with respect to  and and maximized with respect to . This
formulation is also called the . However, according to the dual

formulation of the problem [31], and since the cost function is complex and there
are linear constraints, the solution to the primal problem is equal to the solution

to the computationally more e cient , which can be described as:
Maximize , , ,subject to the constraints and to the conditions
that we get when differentiating , , with respect to , , and setting

the results equal to zero.
I (17)
- (18)

Since these are equality constraints in the dual formulation, we can substitute
them into Eq.(16) to give the dual problem. Maximize:

: (19)

subject to the constraints
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